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Abstract—Numerous problems in science and engineering
involve discretizing the problem domain as a regular structured
grid and make use of domain decomposition techniques to obtain
solutions faster using high performance computing. However, the
load imbalance of the workloads among the various processing
nodes can cause severe degradation in application performance.
This problem is exacerbated for the case when the computational
workload is non-uniform and the processing nodes have varying
computational capabilities. In this paper, we present novel local
search algorithms for regular partitioning of a structured mesh
to heterogeneous compute nodes in a distributed setting. The
algorithms seek to assign larger workloads to processing nodes
having higher computation capabilities while maintaining the
regular structure of the mesh in order to achieve a better load
balance.
We also propose a distributed memory (MPI) parallelization
architecture that can be used to achieve a parallel implementation
of scientific modeling software requiring structured grids on
heterogeneous processing resources involving CPUs and GPUs.
Our implementation can make use of the available CPU cores
and multiple GPUs of the underlying platform simultaneously.
Empirical evaluation on real world flood modeling domains on a
heterogeneous architecture comprising of multicore CPUs and
GPUs suggests that the proposed partitioning approach can
provide a performance improvement of up to 8× over a naive
uniform partitioning.

I.

I NTRODUCTION

Most scientific problems arising in engineering design
and study of natural phenomena such as computational fluid
dynamics, flood modeling, and weather forecasting require
the application of computational models and simulations on
a physical domain that is discretized into a mesh at a fine
spatio-temporal resolution. The large size of the resulting grids
and the complex computations involved at each point in the
grid make it imperative to use distributed memory parallel
computing techniques that decompose the original problem
domain into smaller sub-domains, which can be separately
modeled by each processing unit. An important aspect in such
domain-decomposition approaches is to merge the solutions
of individual sub-domains so as to ensure consistency at
the boundary points. This requires communication among
processors responsible for neighboring sub-domains, which
can be performed effectively and also allow for a simpler
software design if the domains involved have regular geometries. Therefore, in a number of real-world applications, the
computational models operate on regular structured 2D or 3D
grids encompassing the original physical domains of interest,
and these parent domains are further subdivided into regular
shaped sub-domains (see Figure 2). Flood modeling is one

Fig. 1. Flood Model Input Domain bounding box partitioned into 2x2 subdomains

such exemplary application where the watershed basins that
need to be modeled are highly irregular, but are represented as
rectangular 2D grids corresponding to the bounding box (See
Figure 1).
Existing work on domain-decomposition based high performance computing techniques primarily deals with a homogeneous set of processors and strives to achieve load balance
among the different processors. In case of structured grids
with uniform workloads across the grid points, this problem
can be addressed in a straightforward manner by assigning
sub-domains of equal size to each processor. However, in a
large number of applications, there is variable computational
load across the points either due to the dynamic nature of the
phenomena being modeled, differences in the static attributes
of the grid points, or some of the points not being relevant
to the modeling. For example in case of flood modeling, the
grid points that lie in the original irregular watershed basin
contribute much more to the computational load than the points
included solely to regularize the domain. Similarly, in case
of weather forecasting, the heavily populated urban regions
need to be modeled more accurately than the sea regions
and hence result in a higher computational load. To address
such scenarios, [1] proposed a greedy heuristic approach for
partitioning structured grids with variable, but known workload
based on slicing one dimension at a time so as to equalize the
workload in each slice.
In recent years, there is increasing interest in an alternating
computing paradigm involving heterogeneous processors that
include a mix of GPUs and CPUs with variable computing
power. These heterogeneous systems are easily accessible via
Grid computing, HPC clusters, and cloud services. However,
there has been limited research on parallel computing tech-
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Regular partitioning of a 2D structured grid.

niques that partition a domain across heterogeneous processors.
Karypis et al. [2] proposed a graph partitioning approach for
such a scenario that is applicable to both irregular and regular
grids, but significant code changes are required to use the
resulting partitioning since they might not meet the application
software requirement for regular geometries. On the other
hand, regularizing the partitioning by considering bounding
boxes is likely to result in overlapping partitions with workload
disproportionate to the processing power.
A. Our Contributions
In this paper, we propose a parallel computing approach
for applications modeling regular grids that can operate effectively on a heterogeneous set of processors and is especially
tailored for applications that require the sub-domains to have
a regular partitioning. To demonstrate the effectiveness of our
methodology, we focus on flood modeling, an application area
that is becoming increasingly important due to the changing
global climate and the frequent incidence of flood disasters [3].
Our choice was motivated by the fact that most of the existing
flood modeling software packages operate only on rectangular
sub-domains. Furthermore, accurate and timely flood forecasts
for different parts of world require modeling at a fine-grained
resolution with computational costs optimized to provide sufficient lead time with limited monetary expenses, which makes
it a good test case for the computing scenario being considered.
We next highlight the main contributions of this paper.
• We design and present novel local search algorithms for
regular partitioning of a structured mesh in a simulation or
modeling application for allocation to processing nodes in
a distributed setting. Our algorithms are designed for heterogeneous computation environments where the processing
nodes have different computational capabilities; the algorithms
seek to assign larger workloads to processing nodes having
higher computation capabilities while maintaining the regular
structure of the mesh in order to achieve a better load balance.
• We also propose a distributed memory (MPI) parallelization
architecture that can be used to achieve a parallel implementation of scientific modeling software requiring regular
shaped domains on heterogeneous processing resources involving CPUs and GPUs.
• We implemented the proposed MPI-based parallelization
approach and partitioning techniques in IFM, which is a
state-of-the-art overland flood model. More specifically, we

• We simulated a heterogeneous set of processors using multithreaded ranks and GPUs and performed experiments on three
real-world domains to evaluate the efficacy of the proposed
method. Our experiments demonstrate that the proposed approach can effectively capture the variations in processor
workloads and processing speeds and provide an improvement
of up to 8× over a 2D uniform partitioning of the grid.
The rest of the paper is organized as follows: Section II
formally introduces the problem of regular partitioning of
structured grids on heterogeneous processors followed by the
domain partitioning approach based on local search heuristics
in Section III. Section IV discusses a software architecture for
hybrid MPI/OpenMP/GPU implementation of a structured grid
application. Details of the flood modeling code are presented
in Section V. Section VI discusses related work on partitioning strategies for heterogeneous architectures. Section VII
describes empirical evaluation of our partitioning schemes
and GPU implementation on real world domains. Concluding
remarks are presented in Section VIII.
II.

P ROBLEM D EFINITION

In this section, we formally state the problem of parallelizing a structured grid application across heterogeneous
processor resources. We focus on two dimensional grids for
ease of presentation, but the problem definition as well as the
solution approach can be generalized to structured grids of
higher dimensions.
Let C denote a heterogeneous processor configuration of
p processing nodes <c1 · · · cp > associated with processing
speeds <s1 , s2 , . . . , sp >. In practice, the processing speeds
si might not be known exactly and have to be estimated.
However, we assume that the slowest processor is known and
is chosen to be c1 .
Let G denote a structured grid of size xmax × ymax . A
regular m×n partitioning P of the structured grid G is defined
by m−1 cuts on the X-coordinate, x1 , x2 , . . . , xm−1 and n−1
cuts on the Y -coordinate, y1 , y2 , . . . , yn−1 such that 0 = x0 <
x1 < x2 < . . . < xn−1 < xn = xmax and 0 = y0 < y1 <
y2 < . . . < ym−1 < yn = ymax . For all i = 0 . . . m − 1
and j = 0 . . . n − 1, let bij denote the (i, j)th block of the
partition, i.e., the rectangular region defined by the diagonally
opposite pair of points (xi , yi ) and (xi+1 , yi+1 ). Let B denote
the set of all the blocks in P , i.e., B = {bij |1 ≤ i ≤ m, 1 ≤
j ≤ n}. For a partition P where the number of blocks is
identical to the number of nodes in the processor configuration
C, let τ : B 7→ {1, · · · , p} be any mapping of the blocks in
partitioning P to the processors in C and let t(b, s) denote
the computation time for processing block b on a processor of
speed s. Then, ignoring the communication costs, the overall
computation time for processing the grid G by dividing it into
blocks based on P and assigning them to processors in C
following τ , denoted by T (G, C, P, τ ), is determined by the
maximum of the block processing times, i.e.,
T (G, C, P, τ ) = max t(b, sτ (b) ).
b∈B

The parallelization problem essentially involves (a) designing a methodology to seamlessly process different blocks of the
grid on different processors, and (b) finding the optimal choice
of P and τ that minimizes the overall computation time for a
given choice of structured grid G and processor configuration
C, i.e.,
argmin T (G, C, P, τ ).

TABLE I.

F LOOD M ODELING -C OMPUTATION TIMES FOR PARTITIONS
WITH SAME NUMBER OF TOTAL CELLS BUT VARYING ACTIVE AND
INACTIVE CELLS .
Total Cells
1641334
1641334
1641334
1641334

Active Cells
163
36545
307597
964903

Inactive Cells
1641171
1604789
1333737
676431

Computation Time
115.237
134.471
231.392
488.637

P, τ

III.

G RID PARTITIONING A PPROACH

In this section, we describe our approach for addressing
the partitioning problem described in the previous section. Our
solution methodology is based on a local search algorithm that
starts with a good initial partitioning and in each iteration, constructs a new grid partitioning using a local heuristic, estimates
the simulation time corresponding to the new partitioning with
the optimal processor assignment and accepts it if it results in
a lower estimate. Section III-A describes how we estimate the
best simulation time for a given partitioning using empirical
estimates of workloads and processing speeds of the different
processors. Section III-B provides details of the local search
algorithm.
A. Estimating Simulation Time
Given a partitioning P of a structured grid G and a
processor configuration C, the simulation time depends on the
workload associated with each of the partitions as well as the
assignment of partitions to the processors. To minimize the
simulation time, the assignment should be chosen so that the
partitions with smaller workloads are assigned to processors
with smaller processing speeds and partitions with larger
workloads assigned to those with higher processing speeds. In
order to do so, we need to estimate the workloads associated
with each partition as well as the processing speed of each of
the individual processors.
1) Estimating the workload (procedure est work): For any
grid partition, the workload depends on the computation associated with the cells in the grid. In case of applications
where the grid cells are all homogeneous, the workload is
directly proportional to the number of cells in the block, i.e.,
(x0 − x) × (y 0 − y), for a rectangular block defined by the
diagonally opposite end points (x, y) and (x0 , y 0 ).
However, for a number of applications, the computational
effort associated with a cell could vary based on other attributes, e.g., whether the grid cell lies in an urban populated
region, rural region or sea in case of flood modeling. Assuming
there are k different categories of cells with variable computation effort, the workload W (b) for a block b can be modeled
as a linear function of the number of cells of different types
in the block. More precisely, let Nr (b) denote the number of
cells of type r in the block b. Then, workload can be assumed
to have the form,
W (b) =

k
X

αr Nr (b).

r=1

The weights αr in the above equation can be estimated
from empirical data using statistical methods such as linear
least squares regression. In particular, we collect the time
taken to process multiple different grid blocks on the slowest

(or reference) processor in the configuration C. For each of
the blocks, we also separately compute the number of cells
of different types. We then fit a regression model with the
processing time as the response or dependent variable and
the number of cells of different types as the covariates or
independent variables.
Example. In case of flood modeling, as mentioned earlier,
there are usually two types of cells: active cells that lie in the
original watershed basin and inactive cells that are required
to just regularize the domain. Since water flow computations
are only required to be performed over the active cells and
the inactive cells require minimal processing, the two types
of cells have different levels of contribution to the overall
workload of a block. Table I shows the computation times
for blocks with varying number of active and inactive cells on
the same processor clearly indicating the differential effects.
Therefore, a more accurate estimate of the workload is to
consider a weighted average of the number of active and
inactive cells in the partition block with a considerably higher
weight associated with the active cells.
2) Estimating Processing Speed (procedure est speed):
Given a processor configuration C, it is relatively straightforward to identify the slowest processor, but typically hard
to estimate the relative processing speeds of the different
processors. Often, one might find that a processor with n-cores
does not necessarily give a speedup of n relative to a single
core. The speedup also does not necessarily remain constant
across different jobs. For the purpose of the current work, we
assume that the speedup of a processor relative to the slowest
one is more or less constant and estimate it from empirical
timings. For the application of interest, we consider a set of
multiple different grid sizes {g1 , · · · , gh } and compute the
processing times for each of the processors in the configuration
C with each of the grids. Let til denote the processing time
for the lth grid on the ith processor, then the processing speed
of the ith processor can be computed as
h

si =

1 X t1l
,
h i=1 til

where the first processor is chosen to be the slowest one so
that s1 = 1.
3) Estimating the simulation time (procedure est time):
Given a partitioning P and a processor configuration C, we
estimate the simulation time as follows. We first estimate the
work for each partition block and the speed of each processor
using the sub procedures est work and est speed described
above. Next, we sort the partition blocks in order of their
work estimates and sort the processing nodes in order of their
speeds. We then allocate the processing nodes to the partition
blocks using the sorted orderings, allocating the processing
node with a higher speed to a partition block with a larger
work estimate. Now, we estimate the time taken for simulating

a partition block by dividing its work estimate by the speed
of the processor allocated to it. The partition block that takes
the maximum time determines the processing time for the full
simulation of the partitioning P with processor configuration
C.

the partitioning in this manner until no more improvement is
possible. This yields a local optimum solution.

More formally, let the partition blocks be denoted by B =
{b1 , b2 , . . . , bp } and the processing nodes by c1 , c2 , . . . , cp .
Let w1 , w2 , . . . , wp denote the work estimates for the blocks
b1 , b2 , . . . , bp respectively. Further, let <`1 , `2 , . . . , `p > be a
permutation of <1, 2, . . . , p> that yields the sorted order of
the work estimates, i.e., w`1 ≥ w`2 ≥ . . . ≥ w`p . Similarly,
let <q1 , q2 , . . . , qp > be a permutation of <1, 2, . . . , p> that
yields the sorted order of the processing node speeds, i.e.,
sq1 ≥ sq2 ≥ . . . ≥ sqp . We now allocate processing node cqi
to partition block b`i for all i = 1, 2 . . . , p. The time estimate
ti for processor cqi is calculated as ti = w`i /sqi . Finally the
simulation time is determined by max1≤i≤p {ti }.

1) Dynamic ∆: One of the factors influencing the local
optimum that the algorithm settles into is the ∆ factor used in
shifting the cuts. We start with a large value of ∆ in order to
cover a wider search space of partitions. Once the algorithm
settles into a local optimum with this value of ∆, we refine the
value of ∆ reducing it by a small factor. We now refine the
solution using the local search heuristic again till it settles into
a local optimum. This process is repeated, gradually reducing
∆ until we hit a specified lower limit on the value of ∆.

B. The Local Search Algorithm
Our local search algorithm starts with an initial partitioning P = <x1 , x2 , . . . , xm−1 , y1 , y2 , . . . , yn−1 >. The initial
partitioning is a uniform partitioning obtained by taking the
x-cuts and y-cuts at equal intervals, i.e., xi = i · xmax /m for
i = 1, . . . , m − 1 and yi = i · ymax /n for i = 1, . . . , n − 1. At
each step the algorithm tries to locally improve the solution;
it generates a new partitioning by shifting one of the cuts
by a fixed (∆) number of cells. Thus the new partitioning
0
P 0 = <x01 , x02 , . . . , x0m−1 , y10 , y20 , . . . , yn−1
> is obtained in
one of the following 2(m − 1) + 2(n − 1) ways:
a.
b.
c.
d.

For some x-cut, i
Set x0j = xj ∀j ∈
j ∈ [1, n − 1].
For some x-cut, i
Set x0j = xj ∀j ∈
j ∈ [1, n − 1].
For some y-cut, i
Set yj0 = yj ∀j ∈
j ∈ [1, m − 1].
For some y-cut, i
Set yj0 = yj ∀j ∈
j ∈ [1, m − 1].

∈ [1, m − 1], set x0i = xi + ∆.
[1, m − 1], j 6= i and yj0 = yj ∀
∈ [1, m − 1], set x0i = xi − ∆.
[1, m − 1], j 6= i and yj0 = yj ∀
∈ [1, n − 1], set yi0 = yi + ∆.
[1, n − 1], j 6= i and yj0 = yj ∀
∈ [1, n − 1], set yi0 = yi − ∆.
[1, n − 1], j 6= i and yj0 = yj ∀

If the new partitioning P 0 , yields a better simulation time using
the sub procedure est time, then it is taken to be the new
partitioning, i.e., the current partitioning P is replaced with P 0 .
Note that the new partitioning P 0 , may turn out to be infeasible
as the blocks may overlap or fall out of range – in this case the
new partitioning is simply discarded. The algorithm examines
the 2(m − 1) + 2(n − 1) new partitions described above in the
following order: it first examines the (n − 1) new partitions
obtained by shifting one x-cut right by ∆ (as in case (a) above)
one at a time; it then examines the (n − 1) new partitions
obtained by shifting one x-cut left by ∆ (as in case (b) above)
one at a time; next it examines the (m − 1) new partitions
obtained by shifting one y-cut up by ∆ (as in case (c) above)
one at a time; finally it examines the (m − 1) new partitions
obtained by shifting one y-cut down by ∆ (as in case (d)
above) one at a time (See Figure 3 for an illustration). As soon
as the algorithm finds a better partitioning, it takes the new
partitioning to be the current partitioning and repeats the above
process with the new partitioning. It continues to improve

As local search algorithms only yield a locally optimal
solution, we consider several optimizations that tend to search
a larger space of solutions (partitions) and select the best.

More formally, the algorithm takes inputs ∆max , ∆min and
a factor f . It starts with ∆ = ∆max . It runs the local search
heuristic with the current value of ∆ until it reaches a local
optimum. It then refines ∆ by setting it to ∆/f and reruns
the local search heuristic taking the output partitioning of the
previous iteration to be the input partitioning for this iteration.
This is repeated until ∆ becomes smaller than ∆min .
2) Order of cut selection: The order in which the cuts are
examined in each step while considering a new partition plays
an important role in arriving at the local optimum solution.
By default, the algorithm always considers the x-cuts before
the y-cuts in every iteration. However, this can lead to the
partitioning being over-fitted in the x-dimension. To avoid this,
we consider a variant of the algorithm wherein it remembers
the cut at which it found the improved solution in the last
iteration. While examining an improved partitioning in the
next iteration, the algorithm starts from the last cut that was
examined and proceeds forward. Thus, at any point of the
algorithm, all the cuts have been examined for the same
number of times (±1).
3) Randomized initial partitions: One of the standard techniques used in avoiding local minimas with local search heuristics is to start with multiple initial solutions (partitions). In
order to achieve this, we generate multiple starting partitions,
where each partition is obtained by drawing the (m−1) x-cuts
uniformly at random from the range [0, xmax ] and the (n − 1)
y-cuts uniformly at random from the range [0, ymax ]. The
local search heuristic is executed with each of these starting
partitions.
IV.

S OFTWARE A RCHITECTURE

In this section, we describe a distributed memory software
architecture for parallelizing 2D structured grid applications
across multiple processing nodes. Since integrated GPUs
provide high computational power and are proving to be
increasingly effective for a variety of applications, we also
discuss code modifications that can be performed to add GPU
support to structured grid applications. These modifications are
especially tailored for CUDA programming model supported
on Nvidia GPUs, but can also be extended to other GPU
programming models such as OpenCL.
A. Distributed Memory (MPI) Parallelization
Figure 2 depicts a rectangular grid that is divided into subdomains/partitions. Each of these sub-domains is processed independently by a different MPI process (or rank). The parallel
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Obtaining new partitions by shifting cuts.

processing of these sub-domains requires communication of
the shared boundary cells (halo region) in each time step with
neighboring partitions to synchronize different MPI processes.
The processing begins with the master processor performing the initialization and setting up the partitions or subdomains. Each iteration of a partition is performed by an MPI
process (or rank), which can be chosen to run on a processing
node comprising of one or more CPU cores or a GPU with the
details specified via a run-time mapping file. In case of subdomains assigned to CPU with multiple cores, the processing
is parallelized using multiple OpenMP threads. The number of
parallel CPU threads to be used is the same as the number of
cores in the processing node and is specified in the mapping
file. In case of sub-domains assigned to the GPU, the partition
is first communicated to the host CPU and the processing is
done using a GPU-specific implementation that is designed so
as to enable the same interface as the CPU implementation.
On a multi-GPU system, one can run different MPI processes
on different GPUs. Table II shows a sample heterogeneous
map file for 9 MPI processes. The second column specifies the
processing node details. For this particular example, it specifies
that MPI ranks 0 and 1 will use GPU processing nodes and
the remaining ranks will use processing nodes with number of
cores (threads) taking values 4, 2, and 1.
B. GPU Implementation
Application software for most large scale structured grid
applications either already supports OpenMP-based paral-

TABLE II.

S AMPLE PROCESS MAP FILE FOR A MPI/O PEN MP/GPU
SUPPORTED APPLICATION .
MPI Rank
0-1
2-3
4-6
7-8

GPU/Number
of CPU cores
GPU
4
2
1

lelization or can be readily modified to do so, but have limited
GPU support. To enable processing on GPUs, one has to
compile all the required classes and their member functions for
GPU as well. This also requires addition of new class data and
function members and a separate implementation for member
functions for the GPU wherever necessary or beneficial in
order to exploit the multiple GPU cores. For example, the
array copy (through memcpy) and array initialization (through
memset) benefit substantially from an implementation that uses
multiple threads on the GPU. Similarly, the OpenMP based
threaded portions of the code can also be implemented to use
the GPU threads on the device. These modifications enable the
same interface for the CPU and GPU implementations of the
routines so that the same code works on both CPU and GPU
without any (or minimal) routine name changes.
Copying of data from the host CPU to the GPU and back is
a relatively time consuming process. Therefore, it is imperative
that we keep data copy costs as low as possible. For our
implementation, the data required for performing a simulation
is transferred from the host CPU to the GPU only once

at the beginning of the simulation. However, each iteration
of the simulation requires MPI processes to exchange halo
information among them. To enable this halo exchange, the
MPI processes using GPUs first transfer the halo region data
from device memory to host CPU memory and then exchanges
the same with the neighboring MPI processes. Similarly, the
received halo data from another MPI process is transferred
from host to device before continuing the simulation iterations
on the device. The halo data transfer between the GPU and host
incurs very little (less than 1%) overhead on the simulation
time as the halo data exchanged between the partitions is
small and only occurs on the partition boundaries. Another
feature that needs to be supported is the writing of output files.
Typically, intermediate data is written out at a pre-specified
time interval, for example, water heights at every hour of a 48
hour simulation. To enable this, we first transfer the data from
the GPU to the host and then write these to the output files
using parallel I/O operation [4].
V.

I NTEGRATED F LOOD M ODELLING S YSTEM

Integrated Flood Model (IFM) is a hydrological model
developed at IBM Research and provides high resolution flood
forecasts for the target region. IFM estimates the water heights
over the grid points of a 2D grid encompassing the region of
interest to identify the flood prone areas. IFM consists of three
main components: (a) Weather Model, (b) Soil Model, and
(c) Overland Routing Model. Figure 4 shows the information
transfer between these three components. The flood simulation
proceeds in a time stepped fashion. Essentially, the modeling
work flow involves obtaining precipitation forecasts from the
weather model, and mapping the precipitation data to a Digital
Elevation Model(DEM) of the area of interest. The soil model
estimates the surface-runoff water height (i.e., the water available for overland flow) based on the incoming precipitation,
absorption properties of the soil (e.g., soil moisture deficit)
and other relevant land use and environmental attributes such
as temperature. These surface runoff estimates are input to
the overland flood routing engine, which calculates the water
inflows and outflows in a two-dimensional grid through various
steps based on topological characteristics. The remnant water
flow from a simulation step is then fed back to the soil
model to more accurately determine the water-height in the
next simulation step. The intermediate estimated values of
water heights over the 2D grid are written out from the
simulation at a pre-specified output frequency. In the serialized
implementation of IFM, the overland routing computations
dominate the execution time. The IFM code is implemented
in C/C++ using Object Oriented approach. More description
of the overland routing component can be found in [1] and it
is briefly summarized here.
A. Overland Flood Routing
Overland water movement in IFM is implemented as
diffusive routing, which allows the distribution of lateral inflow
in both space and time [5] with significant reduction in
computation cost. To be specific, the inflow in the X direction
for the ith cell denoted by OLRX [i] is given by the Manning
formula [6] as
1 p
η
OLRX [i] =
S[i, j] ∗ ∆d ∗ H[j] ,
(1)
N [j]

Fig. 4.

IBM Integrated Flood Modeling System.

where the j th cell adjoins the ith cell along the X-direction,
H[j] denotes the water height or surface-runoff of the j th cell
estimated by the soil model, N [j] is the Manning’s friction
coefficient determined by land use data, η = 5/3 is based on
the laminar and mixed laminar-turbulent conditions of the flow,
∆d is the distance between the two cells and the terrain slope
S[j, i] indicates a net dip towards the ith cell (i.e., S[j, i] > 0).
This slope itself is calculated as
S[j, i] =

1
(H[j] + h[j] − H[i] − h[i]),
∆d

(2)

where h[i] denotes the natural elevation of the ith cell. The
above routing is implemented on a 2D grid along both X and
Y directions. First, the flow rate is calculated in the X direction
(row-wise), letting the fluid flow from cell i to its neighbors or
the other way round. Then, the flow rate is calculated in the Y
direction (column-wise) to determine the in-flow in Y direction
OLRY [i] and the resulting in-flows are used to re-estimate the
water height H[i].
B. Implementation
As mentioned earlier, the original problem domains for
flood modeling can be highly irregular. To facilitate simpler
software design and lower communication costs, most of the
flood modeling software work with bounding boxes. We adopt
the same approach in IFM. The IFM code uses a hybrid
MPI/OpenMP approach for parallel processing of the partitions. Each MPI process handles one partition and exchanges
halo region data with neighboring partitions. Each partition is
further processed in parallel using multiple OpenMP threads.
The IFM has been shown to scale well on a Blue Gene/P
up to 8K processor cores [1]. We also ported the soil and
water routing components of IFM to GPU and tested our
implementation on a multi-core system with two Nvidia Kepler
based K20X GPUs. We did not use the unified memory feature
of CUDA available on the Kepler GPUs for our current GPU
support.
VI.

R ELATED W ORK

Our current work involves heterogeneous partitioning of
structured grids using local search algorithms and is primarily
motivated by the need to scale up flood/hydrological modeling
applications in an economical way. There is a fair bit of existing research that is related to our current work, which can be
broadly categorized into three areas: (a) heterogeneous domain
decomposition, (b) local search algorithms, (c) parallelization
of hydrological models.

Heterogeneous Domain Decomposition. Domain decomposition based approaches are widely used for parallelizing
scientific computing applications on distributed memory machines. There currently exists a number of approaches such as
recursive bisection [7] and graph partitioning [8] that cater to
both regular and irregular domains and yield very good performance on homogeneous architectures. However, heterogeneous
architectures have received considerably less attention. The
work of Karypis et al. [8], [2] is primarily targeted for the
scenario where the workload is non-uniform across the grid
cells and the processing nodes are heterogeneous. Though their
formulation is general and suited for unstructured meshes, the
resulting partitions are not regular, which is a constraint for a
number of applications such as flood modeling and weather
forecasting. Crandall et al. [9] present a non-uniform grid
partitioning approach suited for regular structured grids based
on a concept of Fair Binary Recursive bisection. For both of
the above works, the success of their partitioning algorithm
is contingent on knowing the exact workloads and relative
speeds of participating processors. These papers do not present
any approach for determining the workload and speed via
a principled statistical estimation as we do in the current
work. Chronopoulos et al. [10] derive heuristic algorithms for
both homogeneous systems as well as heterogeneous systems
while taking into account the processor speed and memory
capacity. Their experimental evaluation is limited to a pure
MPI based implementation of a CFD code. In our current work,
we present a hybrid MPI/OpenMP/GPU implementation of a
flood routing code and provide significant improvements over
a naive partitioning scheme on a heterogeneous system.
Local Search Algorithms. Our current work is primarily
motivated by weather forecasting and flood modeling applications where the problem domains are represented as
rectangular grids and structured partitionings are preferred for
domain decomposition to keep the communication costs low.
Graph partitioning algorithms are typically not suitable for this
scenario while recursive bisection techniques run the risk of
sub-optimal results due to the sequential nature of the search.
Local search algorithms, on the other hand, have been shown
to be very successful in achieving near-optimal solutions for
many computationally hard problems[11], [12], [13]. These
algorithms work by iteratively applying small modifications
(local moves) to the current solution in the hope of finding a
better one. They move from solution to solution in the search
space (of candidate solutions) using such local moves, until a
solution is found that cannot be improved by applying a local
move. The main advantages of these algorithms are that (i) for
many problems, these are the best performing algorithms used
in practice, (ii) these methods can examine a large amount of
search space solutions in a short amount of time, and (iii) these
are easy to understand and implement. Our current partitioning
algorithm is based on such a local search approach where the
local moves involve modifying one of the partition cuts and the
goodness of a partitioning is measured in terms of estimated
simulation time.
Parallelization of Hydrological Models. There is already
a large body of literature [14], [15], [16] on using domain
decomposition to improve scalability of hydrological models
via message-passing interfaces (MPI). All of the existing
hydrological modeling approaches involve partitioning into
regular rectangular shaped sub-domains. Yu [16] presented
an approach to parallelize a two-dimensional diffusion-based

TABLE III.
Name
Dominican
LakeGeorge
Queensland

D ETAILS OF THE HYDROLOGICAL DOMAINS .
Size
3186x7396
4219x2313
3674x7145

Total Cells
23563656
9758547
26250730

Active Cells
9331474
5078870
15737768

%Active
39.6%
52%
60%

flood inundation model wherein the target region is divided
spatially into sub-regions of equal size and dimension according to the number of processors available. Several ways of
spatial decomposition of the simulation domain are evaluated
such as splitting it into a number of fixed columns, rows
or different configurations of quadrants. Singhal et al. [17]
presented a hybrid MPI-OpenMP version that incorporates a
master-slave model of MPI workload balancing for independent watershed basins and OpenMP based shared memory
parallelization within each basin. With this hybrid approach,
the speedup was reported to be up to 13× on a 16 core
machine. While this kind of an approach works on moderate
sized systems with large amounts of shared memory, it is not
scalable to large independent watershed basins due to memory
limitations at a single processor and load imbalance due to
a wide range of basin sizes. Singhal et al. [1] presented a
scalable and load balanced partitioning approach that takes into
consideration the total work load at each processing unit. However, this work is limited to homogeneous architectures. Our
work attempts to combine the workload based load balancing
approach in [1] along with local search algorithms to obtain
domain decompositions that perform well on heterogeneous
architectures comprising of multicore CPUs and GPUs.
VII.

E MPIRICAL E VALUATION

In this section we present results of empirical evaluation of
the proposed partitioning approach on real world hydrological
modeling domains.
A. Experimental Setup
1) Domains: In order to evaluate our partitioning approach,
we created a test bed of three real life hydrological modeling
domains from different regions of the world. More details
about the size of the domain, spatial resolution, and number of
inactive cells are provided in Table III. The domain Dominican
covers the entire island of Hispaniola in the Caribbean and
encompasses the countries Dominican Republic and Haiti.
The LakeGeorge domain covers the entire watershed of Lake
George in the State of New York, USA and was used for
studies concerning the transportation of road salt into the lake.
The Queensland domain covers the entire State of Queensland
in Australia. This domain has been used for various studies
on stream networks and for the delineation of watersheds. The
percentage of active cells in these domains vary from 40% to
60%.
2) Hardware and Software Configuration: All the experiments were performed on a dual-socket 64-bit RHEL 6.4
based system containing two eight-core Intel Xeon E5-2665
processors for a total of 16 cores each running at 2.40 GHz
frequency. Each core can run two threads simultaneously
through hyperthreading. The system has 64 GB of RAM and
contains two Nvidia Tesla K20X GPUs connected through a
PCIe Gen2 x16 interface. Each GPU has 14 Multiprocessors,
each one with 192 single-precision (SP) CUDA cores for a
total of 2688 SP CUDA cores per device. There are also 64

double-precision (DP) units per Multiprocessor for a total of
896 DP units per device. Each GPU has 6 GB of device
memory out of which 5.625 GB is available to the user. The
system is installed with CUDA 6.5 toolkit. We used Intel
C++ compiler (version 14.0.3) to compile the host code. Since
the original IFM code used double precision floating point
operations, all the computations that were offloaded to the
GPU also used double precision floating point operations. For
all I/O operations, Parallel NetCDF [4] toolkit was used. We
experimented with two sets of processor configurations. A 3x3
and a 3x4 heterogeneous configuration that used 16 cores on
the CPU along with both the GPUs. The details of the 3x3
configuration is shown in Table II. For the 3x4 configuration,
we removed a 4 core processing node and added a 2 core
processing node and 3 single core processing nodes to the
map file in Table II. This guaranteed that the total number of
CPU cores is still 16.
3) Simulation Parameters: For all the experiments, we
simulated the domains using a uniform precipitation rate for a
period of one hour using a time step of one second. Only the
final height values at the end of the simulation were output.
All times reported in this section refer to only the computation
time for 3600 iterations since other times are very low for large
simulations.
B. Experimental Results
We begin with the results of statistical estimation of workload and processor speeds. Then we discuss the performance
of our optimized GPU implementation. This is followed by a
comprehensive analysis of the performance obtained using our
local search algorithm with different parameters and optimizations. We use the Naive partitioning scheme as the baseline
to compare our performance – in this partitioning scheme all
the partitions are configured to have the same size by setting
xi = i · xmax /m for i = 1, . . ., m − 1 and yi = i · ymax /n
for i = 1, . . ., n − 1. Finally we analyze the performance of
our algorithm with different weighing schemes for the active
cells and processor speeds demonstrating the importance of
associating weights properly with both the active cells and
processor speeds for the local search algorithm to perform
effectively.
1) Estimation of Workload and Processor Speeds: For
our flood modeling application the workload is modeled as
a weighted average of the active and inactive cells. Fitting
a linear regression model on the slowest processor timings
(single thread) gives us the weights. The relative ratio of the
weight of inactive to active cells was found to be 0.15. We
also estimated the processing speeds for the different types
of processing nodes and found that a GPU processing node
was about 32x, a 4 core processing node was 3.2x, and a 2
core processing node was about 1.9x faster with respect to the
single core processing node performance.
2) GPU Implementation: Figure 5 shows the performance
speedup obtained when using 1 and 2 GPUs (with 1 and 2
MPI ranks respectively) over the CPU based existing implementation using all the available 16 CPU cores of the system.
We used three different input domains for this experiment
having different number of total cells and active v/s inactive
cell ratio as described in table III. On the X-axis, the domains
are arranged in the decreasing order of their total active cells
with domain Queensland having the most number of active
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cells. For these experiments, we used Naive 2D partitioning
to divide the input domains into sub-domains when using 2
MPI processes. These domains were able to fit in the available
GPU memory allowing us to even use a single GPU (with
1 MPI rank) for the simulations without any partitioning of
domain.
The speedups with 1 GPU over the CPU-only implementation varies from 2.3 up to 3.8. As expected, the speedup
improves when using bigger dataset as it results in better
utilization of GPU’s high computing power amortizing the
smaller overheads.
The speedups obtained with 2 GPUs are close to double
of what is obtained with single GPU except for the domain
Queensland, where the use of 2 GPUs only provides about
1.5x speedup over the single GPU case. This is due to the
imbalanced workload (partitions) assigned to the 2 GPUs based
on the Naive partitioning approach. One GPU gets more than
double the active cells that are assigned to the other GPU. This
highlights the need for a better partitioning approach when
dividing the input domain across multiple processors.
3) Evaluation of Local Search Heuristic Approach:
• Varying the ∆ parameter. We evaluated our local search
algorithm by varying the ∆ parameter in the algorithm. The
simulation timing results are displayed in Figure 6 for two different domains (Queensland and Dominican); ∆10 , ∆20 , ∆40
and ∆80 correspond to the run of our local search algorithm
with the value of ∆ set to 10, 20, 40 and 80 respectively.
We see that the local search algorithm provides significant
improvement in performance over the Naive algorithm. As
mentioned before, a larger value of ∆ tends to globally explore
a larger space. On the other hand smaller values of ∆ tend to
refine the solution to a local optimum. Our results show that
larger values of ∆ tend to yield better optima. In the case
of the Queensland domain, we see that the solution tends to
gradually improve as the value of ∆ is increased with ∆80
showing up to 30% improvement over ∆10 1 . For the case of the
Dominican domain, we see that the performance of ∆10 and
∆20 is almost the same with ∆20 performing slightly worse
1 performance
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Comparison of performance using the local search algorithm with different weighing mechanisms for active cells and processors

than ∆10 . Similar performance is observed for ∆40 and ∆80
as well. Overall, we see that better results are achieved with
higher values of ∆ (∆40 and ∆80 ). With ∆ = 80, we obtain
up to 100% improvement in performance for the Queensland
domain and up to 50% for the Dominican domain over the
Naive partitioning scheme.
We next evaluated the effect of different optimizations
on the local search algorithm. The simulation timing results
with different optimization are shown in Figure 6 for the
Queensland and Dominican domains.
• Dynamic ∆. The first optimisation was to dynamically
vary the ∆ parameter. We range ∆ from 80 to 10 in stages,
progressively reducing it by a factor of 2; the optimum
partitioning from each stage is used as the input partitioning
for the next stage. In Figure 6, we see that the local search
algorithm with dynamically varying ∆ (∆V ) performs better
than for any fixed value of ∆ (∆10 ,∆20 ,∆40 ,∆80 ). For the
Queensland domain, ∆V performs about 40-65% better than
the fixed values of ∆, whereas for the Dominican domain, the

improvement varies from 15-50%.
• Order of cut-selection. We next analyse the optimization
wherein the local search algorithm tries to alter the cuts along
both the X and Y dimensions in a balanced manner while
searching for an improved partition. This optimization was
applied along with the dynamic ∆ optimization. In Figure 6,
we observe that there is significant improvement in the performance with this optimization (∆V -XY). For the Queensland
domain, the performance improves by a dramatic 240% over
the dynamic ∆ optimization (∆V ); however there is very little
improvement for the Dominican domain.
• Further fine-tuning. We next took our algorithm incorporating both the dynamic ∆ and order of cut-selection
optimizations discussed previously and further fine-tuned it to
use different ranges in the dynamic ∆ optimization and pick
the best amongst the resulting partitions as the final partition;
we used the following ranges in the dynamic ∆ optimization:
(i) 80 to 10, (ii) 40 to 10, (iii) 20 to 10 and (iv) fixed value
of 10. The results in Figure 6 indicate that this optimization

(∆V -FT-XY) did not lead to any significant improvement for
the Queensland domain but did lead to an improvement of
about 30% for the Dominican domain over ∆V -XY.
Thus we see that with all the optimizations incorporated
(∆V -FT-XY), the local search heuristic improves the performance of the flood modelling simulations by a significant 4 to
8 factor over the naive algorithm (Naive) depending on the
domain. We also conducted experiments taking random partitions instead of uniform partitions as the initial partitions to the
local search heuristic, but our results indicated a degradation
in performance with random partitions.
4) Effect of weighing schemes: Our algorithm uses weights
for two features: (i) the factor increase in computation of active
cells in comparison to inactive cells, and (ii) the relative speed
of processors with the slowest processor having speed 1. We
study the effect of these weighing schemes in our local search
algorithm by considering one of them at a time. Figure 7
displays the results comparing the performance of the local
search algorithm with different weighing schemes for different
domains. The scheme NoWtCells corresponds to the scheme
wherein we only associate weights with the processor speeds
and associate a uniform weight of 1 with all the cells. The
scheme NoWtProcs on the other hand corresponds to the
scheme that ignores the speeds of the processors (associating
a speed of 1 with all the processors) but associates the weights
with the active cells. Lastly the scheme WtCellsProcs
corresponds to our algorithm wherein both the above weights
are incorporated. For each of the above schemes, we ran
the local search algorithm with all the different optimizations
discussed above and report the time from the best performing
case. The results in the figure are scaled relative to the Naive
algorithm. As can be seen, both the NoWtCells scheme
and the NoWtProcs scheme perform marginally better than
the Naive algorithm; in comparison the WtCellsProcs
scheme incorporating weights for both these features shows
significant improvement. For the case of 9 processors in a 3×3
configuration, the improvement with the former 2 schemes
is up to factor 2 for some cases; with the WtCellsProcs
scheme we see a significant factor 4-8 improvement in the
performance over Naive. For the case of 12 processors in
a 3×4 configuration, the improvement with the former 2
schemes is up to factor 1.5 whereas with the WtCellsProcs
scheme we see 2-2.5 factor improvement in all the cases.
VIII.

improvement of up to 8× over a naive 2D partitioning approach that does not use the information regarding the variable
workload or processing power. Though inspired by the constraints of the flood-modeling problem, the proposed approach
is applicable to a wide range of applications that use structured
grids. In this work, we had ignored the communication costs
that could become a factor while scaling to larger number of
processors. However the workload estimation approach can be
extended to include the computation and communication costs
on the target architecture in a similar way.
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